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ABSTRACT
A previous study on the benefits of monolithically stacked
3D-FPGA has estimated a 3.2x improvement in logic den-
sity, a 1.7x improvement in delay, and a 1.7x improvement
in dynamic power consumption over a baseline 2D-FPGA
with no change in architecture. This paper describes a
new routing fabric and shows that a 3D-FPGA using this
fabric can achieve a 3.3x improvement in logic density, a
2.35x improvement in delay, and a 2.82x improvement in
dynamic power consumption over the same baseline 2D-
FPGA. The additional improvements in delay and power
consumption are achieved by reducing net loading in several
ways: (i) Only Single and Double interconnect segments are
used. This reduces the total interconnect length used to
implement each net. (ii) The routing fabric is hierarchical.
Each logic block’s inputs and outputs connect first to lo-
cal segments. These segments can be then programmably
connected to local segments in neighboring routing blocks
via programmable buffers and/or to interconnect segments
in routing channels via muxes with buffered outputs. (iii)
Interconnect segments can be directly connected to form
longer segments using programmable buffers without going
through routing blocks. (iv) The routing block provides
switching capability beyond that of a conventional switch
box. A 3D-FPGA using this new routing fabric can be re-
alized by stacking two configuration memory layers and a
switch layer on top of a standard CMOS layer with a total
of 12 metal layers interspersed between them. A CAD flow
based on VPR with appropriate modifications to the rout-
ing graph generation and routing algorithm is developed and
used in the performance analysis.
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1. INTRODUCTION
Emerging monolithically stacked 3D integrated circuit (3D-

IC) technologies [1, 2] promise to close the performance gap
between current 2D-FPGAs and cell-based ASICs. The idea
is to stack the programming overhead of an FPGA on top
of the logic blocks (LBs), thus significantly improving logic
density and reducing interconnect lengths. In [3] it was
shown that a monolithically stacked 3D-FPGA can achieve
3.2 times higher logic density, 1.7 times lower critical path
delay, and 1.7 times lower dynamic power consumption than
a baseline 2D-FPGA fabricated in the same 65nm technol-
ogy node. These improvements are achieved assuming no
change in the logic or routing architecture of the baseline
2D-FPGA. The study also did not demonstrate the imple-
mentation feasibility of such a baseline 3D-FPGA in terms
of layer assignment, floorplanning, and metal layers usage.

In this paper we present a programmable routing fab-
ric and show that the performance of a 3D-FPGA using
this fabric, referred to henceforth as new 3D-FPGA, can be
much higher than that of the baseline 3D-FPGA in [3]. The
additional performance benefits are obtained not only by
taking further advantage of 3D, but also by making several
changes to the island-style fabric [4] to reduce interconnect
segment loading. As a result of these changes, our fabric
also offers delay and power consumption improvements over
island-style fabrics in 2D.

The new 3D-FPGA can be realized by stacking three ac-
tive layers on top of a standard CMOS layer with a total of
12 metal layers interspersed between them (see Figure 1).
The stacked active layers consist of: (i) a first configura-
tion memory layer to program the logic blocks and tri-state
buffers, (ii) a switch layer comprised only of NMOS devices,
and (iii) a second configuration memory layer for program-
ming the switches in the switch layer. The use of two mem-
ory layers, instead of one as assumed in [3], provides better
local vertical connectivity and relaxes the requirement on
memory cell size.

As in [3], we use an island-style 2D-FPGA as a baseline ar-
chitecture, referred to henceforth as baseline 2D-FPGA, for
our performance comparison (see Figure 2). It comprises a
2D array of logic blocks (LBs) that can be interconnected via
programmable routing. A Virtex II style logic block com-
prising four slices, each consisting of two 4-input Lookup
Tables (LUTs), two flip-flops (FFs), and programming over-
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Figure 1: Active layers of a 3D-FPGA using pro-
posed routing fabric. (RB: Routing block, LB: Logic
block.

head, is assumed. The programmable routing comprises
horizontal and vertical routing channels each having sets
of Single, Double, HEX-3, HEX-6, and Global interconnect
segments. The segments can be connected to the inputs and
outputs of the LBs via connection boxes and to each other
via switch boxes. We assume the MUX-based switch box
design described in [5] (see Figure 2 (b)).
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Figure 2: (a) Baseline 2D-FPGA architecture. (b)
Schematic of a switch point (SP).

To evaluate the performance of the new 3D-FPGA, we
assume the same logic block as in the baseline 2D-FPGA and
use a CAD flow based on VPR with some modifications to
the routing graph generation and routing algorithm. Results
based on the 20 largest MCNC benchmark circuits show an
average improvement of 3.3x in logic density, 2.35x in critical
path delay, 2.57x in the geometric average pin-to-pin delay,
and 2.82x in dynamic power consumption over the baseline
2D-FPGA. This provides further credence to the estimates
in [3] and shows that additional improvements in delay and
power consumption can be achieved by optimizing the 3D-
FPGA architecture.

In Section 2, we describe the new routing fabric in de-
tail. In Section 3, we discuss the feasibility of implementing
the new 3D-FPGA. In Section 4, we discuss the CAD flow
for mapping designs into the new 3D-FPGA. In Section 5,
we quantify the performance improvement of the new 3D-
FPGA over the baseline 2D-FPGA.

2. 3D ROUTING ARCHITECTURE
The architecture of our routing fabric is motivated by sev-

eral 3D considerations and the desire to reduce the loading
on the interconnect segments to reduce power consumption
and interconnect delay.
3D considerations:

• Shorter segments: In our earlier study [3], we showed

that the utility of longer interconnect segments de-
creases in 3D due to the scaling of interconnects as
well as the base CMOS technology. This has moti-
vated us to consider routing fabrics with only Single
and Double interconnect segments. Note that this seg-
mentation is considered only for concreteness of pre-
sentation. Longer segments can be readily added as
needed to optimize delay. The important point here is
that the average segment length is considerably shorter
in our architecture than in the baseline 2D-FPGA.

• Integration of switch and connection boxes: Because
the programmable routing (switches and configuration
memory) is stacked on top of the logic blocks and
buffers and the LB inputs and outputs “come up” to
the routing fabric, it is natural to integrate the func-
tionalities of the interconnect and switch boxes asso-
ciated with each LB into a single routing block.

Delay and Power considerations: Several studies have
shown that the high parasitics of programmable interconnect
account for most of the delay and dynamic power consump-
tion in an FPGA [6, 7, 8]. As such, in the design of our
fabric, we focused on lowering the loading on the intercon-
nect segments in several ways:

• Our routing fabric is “hierarchical.” Instead of directly
connecting LB inputs and outputs to interconnect seg-
ments as in the baseline architecture, the LB inputs
and outputs connect first to local segments These seg-
ments can then be programmably connected to seg-
ments in neighboring routing blocks and/or to inter-
connect segments in a routing channels via programmable
buffers and muxes with buffered outputs.

• The interconnect segments can be directly connected
to form longer segments using programmable buffers
without going through routing blocks (we shall refer
to such interconnects as bypass interconnects).

• The architecture of the routing block provides extended
switching ability beyond that of a conventional switch
box having the same switching width [4]. This helps
improve routability.

As a result of these features, a 2D-FPGA using our routing
fabric achieves lower delay and power consumption than the
baseline 2D-FPGA having the same segmentation, i.e., only
Single and Double interconnects (see discussion in conclu-
sion section).

The top level architecture of our routing fabric is depicted
in Figure 3-(a). It consists of an array of routing blocks
with horizontal and vertical routing channel overlay. Each
routing channel comprises Single, Double, and Global inter-
connect segments 1. The interconnect segments are bidirec-
tional and the direction is controlled by back-to-back tristate
buffers (see Figure 3-(b)). Segments can be connected di-
rectly to form bypass interconnects by appropriately setting
the states of the tri-state buffers. They can also be con-
nected through routing blocks to make bends, fan-out, or
connect to logic blocks.

1Longer segments can be readily added as needed to opti-
mize delay. The important point here is that the average
segment length is considerably shorter in the baseline 2D-
FPGA.
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Figure 3: Routing fabric. (a) Array of routing
blocks with channel overlay. (b) Single and double
interconnects and their connections to the routing
block.

The routing block integrates the functions of the connec-
tion and switch boxes in a conventional FPGA (see Fig-

Switching Point

(a)

(b)

(c)
Figure 4: (a) Switching capability of a routing block.
(b) Routing block with W = 3 and d = 3 (connections
to LB inputs and outputs not shown). (c) Example
signal bend.

ure 4-(b)). It is parametrized by the routing block width
W , which is the number of input/output ports on each side
and switch width d, which is the number of possible con-
nections for each port [4]. Each routing block MUX output
drives an interconnect segment and/or an input line to a
neighboring routing block. Additionally, each LB output
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Figure 5: (a) Connection of an LB output port to
MUXs. (b) Programmable connections of a hori-
zontal and vertical routing block input lines to LB
input ports.

is connected to no MUXs on each side (see Figure 5-(a)).
Each routing block input line connects to inputs of d MUXs
in each perpendicular direction and can be programmably
connected to ni LB inputs (see Figure 5-(b)) through pass
transistor switches. Thus each MUX in the routing block
has at most 2d + 1 inputs and 2d + 1 control lines (see Fig-
ure 6). Note that the MUX output can be set to a high-Z
state.

Figure 7-(a) shows how an output of an LB can be directly
connected to the input of a neighboring LB without going
through interconnect segments. Figure 7-(b) shows how a
bypass interconnect is implemented. Note that by turning

OUT

I0 I1 I2 I3 I4 I5 I6

Figure 6: MUX schematic.

off the two pass transistor switches, a local connection be-
tween the output of one of the routing blocks can be directly
connected to the input of the other . Turning off these pass
transistors also reduces the loading on the bypass intercon-
nect. Figures 7-(c) and (d), respectively, show how an LB
input and output can be connected to a segment. Note that
only buffers that are needed to establish the connection are
turned on. This helps reduce the loading on the connection,
thus reducing its delay and power consumption.

In addition to the connection through switch points, the
architecture of the routing block allows for extended switch-
ing width. As shown in Figure 8, a signal entering a routing
block can loop back twice into it and exit to a perpendicular
direction if it cannot do so directly. As we demonstrate later,
such extended switching significantly improves routability.

3. IMPLEMENTATION FEASIBILITY
In this section, we explore the feasibility of implementing

the new 3-D FPGA. We assume that it uses the same logic
block as the baseline 2-D FPGA, which is described in the
introduction. For the sake of comparison, we choose the fol-
lowing parameters for the two architectures. For baseline
2-D FPGA we assume 24 Single, 40 Double, 36 HEX-3, and
96 HEX-6 interconnect segment tracks in each horizontal
and vertical routing channel (so T = 196), d = 3, and con-
nection box density Fc = 0.5W . This yields W = 72. For
the new 3D-FPGA we assume 48 Single and 48 Double inter-
connect segment tracks in each routing channel (so T = 96),
ni = no = 2, and d = 3. This again yields W = 72. Note
that Global segments can be readily added without affect-
ing the performance estimates since the benchmark circuits
used are small. Each input to a routing block in the new
3D-FPGA can connect to 2 Single and 1 Double segment in
each perpendicular direction and each LB output can con-
nect to 1 Single and 1 Double segment in each direction.
As we argue in the following section, these choices make the
routing capability for the baseline 2D-FPGA and the new
3D-FPGA roughly equivalent.

The 3D-FPGA is completely tileable, so we focus on the
implementation of a single tile consisting of a stack of one
logic block and interconnect tri-state buffers, one routing
block, and their configuration memory.

Using the Cadence GSCLib3.0 technology-independent li-
brary and Virtuoso tool we estimate the layout area for the
logic block and buffers in the same manner as [3]. The rout-
ing block area is estimated using custom layout. The esti-
mated size of the logic block and buffer tile and the routing
block in the new 3D-FPGA are both around 2256λ×2256λ (Fig-
ure 9-(a)). This is compared to a tile size of 4100λ×4100λ

for the baseline 2D-FPGA [3]. This corresponds to an im-
provement in logic density of around 3.3x, which is slightly
better than reported in our previous study.

To implement the new 3D-FPGA in a monolithically stacked
technology, we assume the active layer and metal layer as-
signments in Figure 9-(b). The bottom layer is a standard
CMOS layer with both NMOS and PMOS devices available
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Figure 7: (a) Connection from LB output to neigh-
boring LB input. (b) Bypass interconnect. (c) Con-
nection from a segment to an LB input. (d) Con-
nection from an LB output to a segment.

and is used to implement the logic block and buffers. A
minimum of four layers of metal are assumed for signal and
power and ground connections. The second layer is the con-

Extended Switching Point

(a)

(b)

n2

n1

Figure 8: (a) Extended routing capability of routing
block. (b) Example of an extended signal connec-
tion.

figuration memory layer for the logic block and buffers. Two
layers of metal are assumed for this layer. The third layer is
the switch layer, where the routing block and interconnect
segments are implemented. We assume 4 layers of metal for
this layer. The top layer is the configuration memory layer
for the switch layer, which requires two layers of metal. Thus
a minimum of 12 layers of metal are needed to implement
this architecture.

Tables 1 list the programming overhead per tile for the
baseline 2D-FPGA and the new 3D-FPGA assuming the ar-
chitecture parameter values given above. The results demon-
strate the resource sharing advantages of our new 3D-FPGA.
The overhead of the routing box, which implements the func-
tions of two connection boxes and a switch box is lower than
that of the switch box by itself. This is due to:

1. The buffers and MUXes used to implement each track’s
switch points in the 2D-FPGA are shared in the 3D-
FPGA.

2. The number of segments that an LB output can con-
nect to is reduced from 36 (12 Single, 10 Double, 6
HEX-3 and 8 HEX-6) in the 2D-FPGA to 8 (4 Single
and 4 Double) in the 3D-FPGA. Note, however, that
the number of segments that an LB input can connect
to is the same in both architectures (24 Single and 12
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Figure 9: (a) Tile size and (b) Layer and metal as-
signment in the new 3D-FPGA.

Double in 3D-FPGA and 12 Single, 10 Double, 6 HEX-
3 and 8 HEX-6 in the 2D-FPGA). The fact that an LB
input can connect to many more short segments in the
3D-FPGA appears to compensate for the reduction in
the LB output connectivity. The reduction in the num-
ber of LB output connections reduces the number of
switches and memory cells.

Overall the number of configuration cells needed is 4649
for the 3D-FPGA versus 5145 for the baseline 2D-FPGA.
In the previous 3D-FPGA study [3], we assumed a single
configuration memory layer. Assuming the reported 3.2x
reduction in tile area, this yields 989λ2 per memory cell,
which is around 0.7 the size of an SRAM cell. In the new
3D-FPGA we assume 2 configuration memory layers. This
relaxes the required memory cell size to 1767λ2, which is
larger than needed for an SRAM cell. This is in addition to
providing greater and simpler vertical connectivity.

4. CAD TOOLS
To map designs into the new 3D-FPGA, we used the logic

packing and placement modules of VPR [9] with no change.
We modified the VPR router [10, 9] to accommodate the
differences between the routing architecture of our new 3D-
FPGA and the island-based architecture.

Figure 10-(a) shows an example routing graph for a rout-
ing block with W = 3 and d = 3. Each routing block in-
put and output is represented by a node (so there are 2W

nodes on each side). Solid edges correspond to direct con-
nections while dashed edges correspond to extended con-
nections. Figure 10-(b) shows how an extended connection
from input node n1 to output node n2 is implemented using
direct connections. The example corresponds to Figure 8.

Table 1: Comparison of programming overhead per
tile for baseline 2D-FPGA and the new 3D-FPGA.

Baseline 2D-FPGA

Logic Block Memory bits: 1049

Interconnects Tri-state buffers: 96

Memory Bits: 96

2 Connection Boxes Switches: 1440

Memory Bits: 1440

1 Switch Box Switches: 3456

Tri-state buffers: 864

Inverters: 1728

Memory Bits: 2592

Total Switches: 4896

Tri-state buffers: 960

Inverters: 1728

Memory Bits: 5177

New 3D-FPGA

Logic Block Memory bits: 1049

Interconnects Tri-state buffers: 288

Memory Bits: 288

Routing Block Switches: 2880

Tri-state buffers: 432

Memory Bits: 3312

Total Switches: 2880

Tri-state buffers: 720

Memory Bits: 4649

The routing algorithm is described in Algorithm 1. The
algorithm initially routes one net at a time using the shortest
path it can find without considering interconnect segment or
logic block pin overuse. Each iteration of the router consists
of sequential net rip-up and re-route according to the lowest
cost path available. The cost of using a routing resource is a
function of its current overuse and any overuse that occurred
in prior routing iterations. By gradually increasing the cost
of an oversubscribed routing resource, the algorithm forces
nets with alternative routes to avoid using that resource,
leaving it to the net that most needs it.

The main difference between our router and VPR is that
we keep track of visited nodes during the breadth-first-search
to improve the run time. This is described in lines 11, 12,
and 22. The need for this modification is that our routing
architecture results in many local cycles in the routing graph
due to the extended switching capability explained earlier.

5. PERFORMANCE COMPARISON
In this section we compare the performance of the new

3D-FPGA to the baseline 2D-FPGA and the baseline 3D-
FPGA. We assume the same logic block and routing re-
sources as in the previous section. We assume a 65nm
CMOS technology and the Berkeley Predictive Technology
Model (BPTM) for devices and interconnect. The buffer
sizes used in the new 3D-FPGA are assumed to be: 4 for
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Figure 10: (a) Routing graph for routing block with
W = 3 and d = 3. (b) Extended connection between
n1 and n2.

Single interconnects, 6 for Double interconnects, 8 for buffers
driving the routing block input, and 6 for shared MUX out-
put buffer. The MUXs and the pass transistor switches that
connect segments to routing blocks use size 4 transistors.

Interconnect Segment Delay
Figure 12 compares the delay of Single, Double, HEX-3,
and HEX-6 in the baseline 3D-FPGA studied in [3] and
the equal length bypass interconnects in our routing fabric,
where HEX-3 is implemented using 3 Singles and HEX-6 is
implemented using 3 Doubles (see Figure 11). Note that the
bypass interconnects are faster even for the HEX 6 intercon-
nect because of the lower loading.

Routability
To compare the routability of the new fabric to that of
the baseline 2D-FPGA we placed and routed the 20 largest
MCNC benchmark circuits in both architectures. We var-
ied the routing channel width and found the minimum track

Algorithm 1 Congestion/Delay Routing Algorithm

1: Aij ← 1 for each signal net i and each sink j

2: while shared routing nodes exist do
3: for all nets i do
4: rip up routing tree RTi

5: initialize the queue PQ

6: for all sinks tij do
7: enqueue each node n in RTi at costs Aijdn to PQ

8: while tij is not found do
9: dequeue node m with the lowest cost from PQ

10: for all fanout node n of m do
11: if node n is unseen then
12: mark node n as seen
13: enqueue n to PQ with the cost of Aijdn +

(1−Aij)dnpn

14: end if
15: end for
16: for all node n in the routed path tij to sj do
17: update the cost of node n

18: add n to RTi

19: end for
20: end while
21: end for
22: mark all nodes in PQ as unseen
23: update Aij for net i

24: end for
25: end while
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Figure 12: Interconnect delay comparison in 65nm
technology.

count Tmin for each design mapped to each architecture. In
varying the channel width we maintained the same fractions
of each interconnect type. For the baseline, we use a fraction
of 0.32 for Single, 0.26 for Double, 0.16 for HEX-3, and 0.21
for HEX-6. For the new 3D-FPGA, we maintained a one-to-
one ratio between singles and doubles. Table 2 compares (i)
the minimum channel width Tmin for the baseline 2D-FPGA
and the new 3D-FPGA, (ii) the geometric average total seg-
ment length, L, used in routing each pin-to-pin net segment,
and (iii) the geometric average of the number of bends, S,
used to route each pin-to-pin net segment. Note that on
average, the new routing fabric requires 50% fewer tracks
per channel than the baseline 2D-FPGA. This is due to the
use of shorter segments and the additional switching capa-
bility of the routing block. These Tmin values correspond to
a reduction in average routing block width of around 20%
over the switch box width in the baseline 2D-FPGA. This
justifies our argument that W = 72 for both the new 3D-
FPGA and the baseline 2D-FPGA achieve roughly the same
routability.
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Figure 11: Schematics used to compare the delay of a HEX-6 in the baseline 3D-FPGA to a bypass intercon-
nect comprising three Double segments in the new 3D-FPGA.

To investigate the usefulness of the extended switching
capability of the routing block, we disabled this feature and
rerouted the benchmark circuits. We found that the saving
in minimum channel width reduces to 35%. The new rout-
ing fabric also reduces the average pin-to-pin net segment
length by around 15%. Figure 13 compares the pin-to-pin
net segment length distribution for the baseline 2D-FPGA
and the new 3D-FPGA to the Manhattan distance for an ex-
ample benchmark design. Note that the net segment length
distribution in the 3D-FPGA is much closer to that of the
Manhattan distance. Finally, note that the average number
of bends, S, increases slightly in the new 3D-FPGA due to
the use of shorter interconnect segments.

System Delay
To compare the system delay performance of the new 3D-
FPGA to that of the baseline 2D-FPGA and the baseline
3D-FPGA, we use two metrics; the improvement in the ge-
ometric average of the pin-to-pin delays, and the improve-
ment in critical path delay, which includes the LB delays
along the path. By improvement here we mean the ratio
of the delay in the baseline FPGA to that in the new 3D-
FPGA. Results for the largest 20 MCNC benchmark circuits
are plotted in Figures 14 and 15. Note that the improve-
ments over the baseline 2D-FPGA range from 2.18x to 3.06x
for the geometric average pin-to-pin delay and from 1.68x
and 2.83x for the critical path delay. On average, there is a
2.57x delay improvement in pin-to-pin net delay and 2.35x
delay improvement in critical path delay over the baseline
2D-FPGA, and 1.53x improvement in pin-to-pin net delay
and 1.44x delay improvement in critical path delay over the
baseline 3D-FPGA studied in [3].

Dynamic Power
In [3], it was argued that a monolithically stacked 3D-FPGA
can achieve 1.7x less dynamic power consumption over the
baseline 2D-FPGA. Here we use the same methodology for

Table 2: Routability comparison between the new
3D-FPGA (NEW) and the baseline FPGA (BL).

Cir. Tmin L S

BL NEW BL NEW BL NEW

alu4 55 21 13.59 11.24 3.73 3.95

apex2 59 29 12.43 10.37 3.18 3.21

apex4 57 33 10.67 9.23 2.80 2.76

bigkey 38 19 20.58 18.43 4.68 5.34

clma 79 43 20.50 17.21 4.79 5.11

des 40 13 18.19 15.47 3.30 3.83

diffeq 41 22 9.22 7.69 2.74 2.92

dsip 30 17 20.06 18.12 4.87 5.07

elliptic 78 35 16.95 13.24 3.86 4.21

ex1010 81 43 14.01 14.25 3.54 3.98

ex5p 74 36 10.46 9.28 2.89 3.03

frisc 83 41 14.61 12.27 3.63 3.91

misex3 62 33 11.77 9.03 3.22 3.27

pdc 109 47 18.70 16.98 3.87 4.15

s298 42 23 13.80 10.47 3.47 3.91

s38417 73 34 10.17 8.03 2.58 2.97

s38584 59 29 12.47 9.93 2.87 3.04

seq 71 34 12.21 10.27 3.17 3.56

spla 96 47 17.82 14.26 3.73 3.98

tseng 41 22 10.62 9.56 3.04 3.23

estimating dynamic power consumption as in [3] to estimate
the saving in dynamic power achieved by our new 3D-FPGA.
Dynamic power consumption is divided into three compo-
nents, the dynamic power consumed in the logic blocks PLB,
the dynamic power consumed in the interconnects Pint, and
the dynamic power consumed in the clock networks Pclk.

10



0

5

10

15

1 5 9 13 17 21 25 29 33 37 41 45 49 53

%

0

5

10

15

1 5 9 13 17 21 25 29 33 37 41 45 49 53

%

0

5

10

15

1 5 9 13 17 21 25 29 33 37 41 45 49 53

%

(a)

(b)

(c)

Figure 13: Pin-to-pin net segment length distribu-
tion for ALU4 benchmark circuit. (a) Manhattan
distance. (b) Baseline FPGA. (c) New 3D-FPGA.
The length is in terms of the number of tile widths
spanned.
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Figure 14: Improvements in the geometric aver-
age pin-to-pin delay for MCNC benchmark circuits.
(a) New 3D-FPGA versus baseline 2D-FPGA. (b)
New 3D-FPGA versus baseline 3D-FPGA. (All im-
plemented in 65nm technology.)

Since in this study we assume that the new 3D-FPGA uses
the same logic block architecture as the baseline 2D-FPGA,
the dynamic power consumed by the logic blocks in the new
3D-FPGA is the same as that in the baseline 2D-FPGA.

We quantify the improvement in the total dynamic power
consumption, ξ, between the baseline 2D-FPGA and the
new 3D-FPGA both implemented in 65nm technology using
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Figure 15: Improvements in critical path delay for
MCNC benchmark circuits. (a) New 3D-FPGA ver-
sus baseline 2D-FPGA. (b) New 3D-FPGA versus
baseline 3D-FPGA. (All implemented in 65nm tech-
nology.)

the equation (see detailed derivation in [3]):

ξ = 1
.

„

φLB +
φint

ξint

+
φclk

ξclk

«

, (1)

where φLB, φint, and φclk are the fraction of dynamic power
consumed in the logic blocks, the interconnect, and the clock
network of the baseline 2D-FPGA, respectively (φLB+φint+
φclk = 1), and ξint ≥ 1 is the ratio of the dynamic power
consumed by the interconnects in the 2D-FPGA to that in
the new 3D-FPGA for a particular benchmark circuit in
MCNC suite.

We choose φLB = 0.15, φint = 0.65, and φclk = 0.2. These
values are consistent with recent studies [6, 11]. Because
the dynamic power consumed in the interconnects is propor-
tional to the total capacitance of all signal nets with fixed
activity factor, we set ξint equal to the ratio of the total
signal net capacitance of the baseline 2D-FPGA to that in
the new 3D-FPGA for each placed and routed benchmark
circuit. We use the same procedure to estimate the dynamic
power improvement factor for the clock network ξclk. We as-
sume the H-tree clock distribution network with distributed
buffering [12, 13, 14].

We computed the dynamic power improvement ξ for each
of the 20 MCNC benchmark circuits assuming a 64 × 64
LB array for both the baseline 2D-FPGA and the new 3D-
FPGA implemented in 65nm technology. Our results in Fig-
ure 16 show a 2.51x to 3.16x improvement in total dynamic
power with an average improvement of 2.82x.

6. CONCLUSION
The paper described a new routing fabric targeted for

monolithically stacked 3D-FPGA implementation that achieves
3.3x higher logic density, 2.35x lower delay, and 2.82x lower
dynamic power consumption over the baseline 2D-FPGA.
The improvements in delay and power consumptions are sig-
nificantly higher than those achieved by simply stacking the
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Figure 16: Dynamic power saving for the new 3D-
FPGA in 65nm technology.

programming overhead of the baseline 2D-FPGA on top of
the logic blocks (which is around 1.7x). The additional im-
provements are due to the reduction in net loading by:

• Using only short segments, which is motivated by find-
ings in our earlier study.

• Employing a hierarchical routing approach in which
the LB inputs and outputs connect first to local seg-
ments, which can be programmably connected to seg-
ments in neighboring routing blocks via programmable
buffers and/or to interconnect segments in a routing
channels via muxes with buffered outputs.

• Using bypass interconnects for long distance connec-
tions.

• Using the extended routing capability of the routing
block.

A natural question to ask is whether this new routing fab-
ric is better than the baseline for 2D-FPGA. To answer this
question, we used the same methodology as in this paper and
[3] to compare the performance of a 2D-FPGA using the new
fabric to that of the baseline 2D-FPGA with only Single and
Double interconnects and the same number of tracks in each
channel. We found that on average the 2D-FPGA using the
new fabric achieves 1.35x better delay and 1.3x better dy-
namic power consumption than its 2D-baseline counterpart
at the expense of 1.06x worse logic density.

We believe that additional improvements in delay and
power consumption can be achieved by further optimizing
the parameters of the new routing fabric.
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